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a b s t r a c t

Some published reports have emphasized the similarities between Internet and laboratory research on
associative learning processes. However, few of them, if any, studied systematic divergences between
both types of research methodologies. In the present experiment, we investigated these divergences
using an experimental preparation for the study of associative learning. The results show that discrimi-
nation and discrimination-reversal can be obtained both in laboratory and Internet experiments. How-
ever, the learning rate was clearly better in the laboratory than in the Internet condition. This result
suggests that associative learning experiments performed over the Internet should provide participants
with extensive training to assure that asymptotic performance is achieved.

� 2008 Elsevier Ltd. All rights reserved.

1. Introduction

One of the most important methodological innovations in the
area of experimental psychology has been the recent development
of Internet-based research (Birnbaum, 2000; Gosling, Vazire,
Srivastava, & John, 2004; Kraut et al., 2004; Reips, 2001, 2002). This
methodology allows the researcher to perform an experiment over
the Internet and, therefore, gain access to larger and more represen-
tative samples. Many reports have investigated the advantages and
disadvantages of this type of research and have contrasted its re-
sults with those observed under traditional laboratory conditions.
Most of these studies have emphasized the similarities between
the results observed in Internet samples and those observed in the
laboratory either by replicating one effect already studied in the lab-
oratory or by simultaneously conducting a single experiment both
in the laboratory and over the Internet (e.g., Birnbaum & Wakcher,
2002; Buchanan & Smith, 1999; McGraw, Tew, & Williams, 2000;
Steyvers, Tenenbaum, Wagenmakers, & Blum, 2003). In general,
these studies support the hypothesis that the results are similar in
both locations and that the Internet introduces only a little noise
in the data that can be overcome by the access to larger samples.

Quite surprisingly, this new methodology has not received
equal attention in all research areas. Whereas it is being widely
used in areas such as personality research, health psychology, or
education, fewer studies have been conducted in basic psycholog-
ical research, in which researchers are more reluctant to lose con-
trol over the experimental conditions. For instance, in spite of the
growing interest in the role associative learning processes in di-

verse phenomena such as categorization (e.g., Gluck & Bower,
1988; Kruschke & Johansen, 1999), causal induction (e.g., Allan,
1993; Shanks, 2007), probabilistic reasoning (e.g., Cobos, Almaraz,
& García-Madruga, 2003) or even group biases (e.g., Van Rooy, Van
Overwalle, Vanhoomissen, Labiouse, & French, 2003) the use of
Internet-based methods is still infrequent or even inexistent in this
research area. As a means to encourage the use this novel research
tool, we have conducted a series of experiments to test the validity
of a set of experimental preparations for the study of basic, associa-
tive learning processes over the Internet.

In associative learning experiments, participants are exposed to
a series of cue-outcome pairings and, after enough training has
been provided, their knowledge of these cue-outcome relations is
assessed by several means. In so-called judgmental tasks, partici-
pants’ knowledge about the cue-outcome relation is assessed by
means of a subjective judgment of the relation between the cue
and the outcome. For example, after some cue-outcome pairings,
participants can be asked to rate the likelihood of the occurrence
of the outcome given the presence of the cue in an scale ranging
from 0 to 10. In behavioral tasks, however, the participants’ learn-
ing is inferred from their performance in the task, instead of relying
on subjective judgments. For example, participants can be exposed
to a video-game in which they can earn points by performing some
response just before a particular outcome occurs; the number of
responses in the presence of a cue would then be a measure of
the perceived relation between the cue and the to-be-predicted
outcome (for a more detailed information about both types of asso-
ciative learning tasks, see Matute, Vadillo, & Bárcena, 2007). In our
experiments, we have observed that the results of Internet exper-
iments closely resemble those of the laboratory with both judg-
mental and behavioral tasks.
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For instance, Vadillo, Miller, and Matute (2005); see also Vadillo
& Matute, 2007), studied the effect of the question wording on the
participants’ assessment of a cue-outcome relationship in a judg-
mental task and found consistent results in the laboratory and over
the Internet. Similarly, Matute, Vadillo, Vegas, and Blanco (2007)
studied the illusion-of-control effect in a judgmental task in which
participants were first allowed to try to control an (actually uncon-
trollable) outcome by performing a response and were later asked
to rate their perceived degree of control. As discussed by the
authors, the results were similar in the Internet sample and in a
control laboratory sample. In a different series of experiments,
we focused on the study of cue-interaction effects, in which learn-
ing of a cue-outcome relation is affected by training of other cues
with the same outcome, using a behavioral task. Again, the results
were similar in the laboratory and Internet samples (Vadillo, Bárc-
ena, & Matute, 2006). Apart from these few research reports pub-
lished by our research team, we are aware of no other research
on associative learning processes that has used Internet-based re-
search methods.

Taken together, these results seem to show that Internet-based
research on associative learning always yields results akin to those
observed in the laboratory, therefore suggesting that experiment-
ers can strongly rely on data gathered over the Internet. However,
it is still possible that other learning effects are not so easily repli-
cable over the Internet. In order to make a good use of the possibil-
ities offered by Internet-based research, both the similarities and
the potential divergences between Internet-based and labora-
tory-based research should be extensively studied.

In the present experiment we looked for divergent results in the
laboratory and the Internet. In associative learning experiments,
participants are usually exposed to a large number of trials show-
ing the relationship between cues and outcomes and, only after
this training is completed, they are tested for responding to one
or more of these cues. Given the extensive training provided to
all participants, it is not strange that the results tend to be similar
in the laboratory and the Internet samples: Even if participants are
paying little attention to the experimental task, they are exposed
to so many trials of each type that they certainly do converge to
a similar learning asymptote. However, if we paid more attention
to the behavior of Internet participants during the early phases
of learning, it would not be surprising to find that they learned
at a different pace. For instance, given that Internet participants
perform the experiment under uncontrolled conditions, they might
take part in the experiment while they are involved in other activ-
ities that would distract them and reduce the level of attention
they pay to the experimental task, which would result in slower
learning of the target contingencies. If this were the case, our focus
on participants’ behavior at the end of training would have pre-
vented us from noting interesting differences in the rate of learn-
ing. This can be extremely important for certain experimental
studies, given that many interesting effects explainable in terms
of associative learning processes, such as illusory correlations
and illusions of control, are highly dependent on the learning rate
and the number of trials (e.g., Shanks, 1985).

Therefore, in the present experiment we exposed participants to
a simple behavioral task and looked at their pace of learning, both
in the laboratory and over the Internet. Specifically, we exposed
participants to a discrimination problem in which one cue, X,
was followed by the outcome and another one, Y, was not. This task
was so easy that participants would probably find no problem in
solving it after a few trials. However, one might expect that Inter-
net participants would probably learn more slowly than laboratory
participants. Moreover, and in order to increase the number of con-
ditions in which we could contrast Internet and laboratory re-
search, we included a second training phase in which the
discrimination was reversed; that is, participants now had to learn

that cue X was no longer followed by the outcome and that cue Y
was now followed by the outcome. We expected Internet partici-
pants to find more difficulties in learning this discrimination-
reversal.

2. Method

2.1. Participants and apparatus

The laboratory sample was composed of 20 undergraduate stu-
dents from Deusto University who volunteered to take part in the
experiment. All these participants performed the experiment in a
large computer room, with each computer station placed at least
at 1.5 m apart from the adjacent one. The Internet sample was
composed of 75 anonymous participants who visited our virtual
lab’s web page, www.labpsico.com, and volunteered to take part
in the experiment. The experimental program was embedded in
an HTML document, using JavaScript code to manage the presenta-
tion of the stimuli in the screen and to collect participants’ re-
sponses. All the stimuli were preloaded in memory before
participants could start the experiment, so that differences in the
connection speed could not influence the pace of the experiment.

2.2. Procedure and design

The experimental task is a JavaScript version of a standard
behavioral preparation for the study of human predictive learning
that has already been used in several studies (Arcediano, Matute, &
Miller, 1997; Arcediano, Ortega, & Matute, 1996; Havermans,
Keuker, Lataster, & Jansen, 2005; Lipp & Dal Santo, 2002; Matute
& Pineño, 1998). In this task, participants are told that their objec-
tive is to prevent the landing of a group of Martians that are trying
to invade the earth. When a Martian is just appearing in the screen,
the participants can destroy it by firing a gun (pressing the space
bar in the computer’s keyboard). Given that Martians appear on
the screen at a fixed rate of about 4 Martians per second (with
slight variations in different computers), this task keeps partici-
pants responding regularly at a rate of about 4 responses per sec-
ond. After providing some pre-training with 150 Martians, so that
participants learn to respond regularly, an instructional screen tells
participants that the Martians have developed a defense system, a
shield that protects them from firings. Participants are told that if
they fire the gun when the Martians’ shield is activated, more
invaders will appear on the screen. The immediate activation of
the shield can be predicted by a change in the screen’s background
color, so that participants can avoid these invasions by ceasing to
fire the gun when these signals appear on the screen. Participants,
however, are not told which cues signal the activation of the shield.
The decay in participants’ response during the presentation of the
background colors that predict the activation of the shield, relative
to the rate of responding before the presentation of those colors, is
used as a measure of the participants’ learning of the association
between the color and the activation of the shield (for a complete
description of the task and of the actual instructions, see Arcediano
et al., 1996).

After reading the instructions and practicing in the pre-training
phase, participants were exposed to two phases of training. In the
first phase, one color cue, X, was always paired with the Martians’
activating the shield, while a second color cue, Y, was never fol-
lowed by that outcome. These two types of trials were presented
in pseudorandom order. Thus, participants should learn to discrim-
inate between them. That is, to refrain to respond when X was pre-
sented and to keep responding when Y was presented. Blue and
yellow background colors, counterbalanced, served as cues X and
Y. Eight X ? outcome and eight Y ? no outcome pairings were pre-
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sented in this phase. In the second phase, the status of cues X and Y
was reversed, so that Y started to be followed by the activation of
the shield and X was followed by no outcome. Eight Y ? outcome
trials were intermixed with eight X ? no outcome trials in this
phase. Thus, in this case, participants should learn that it was no
longer dangerous to respond while stimulus X was present. In-
stead, they should refrain to respond to Y. Cue duration was 1 s, ex-
cept for the test trials, which were the first, fourth, eighth, twelfth,
and sixteenth trials with each cue. These trials lasted 3 s. The num-
ber of responses during these 3-s trials, as well as the number of
responses during the 3-s interval immediately preceding those tri-
als, was recorded.

3. Results

In order to minimize the impact of individual variables, partic-
ipants’ responses before and during the presentation of the cues in
the test trials were transformed into suppression scores: The num-
ber of responses during the presentation of the cue (C) was divided
by the addition of the number of responses during the cue and the
number of responses during the 3-s interval immediately preced-
ing the cue (pre-C) (i.e., suppression score = C/[C + pre-C]). These
suppression scores allow measuring to what extent each partici-
pant ceased to respond when the cues were presented, relative
to the base-rate of responding. Given that, in order to avoid the
invasions, participants had to stop responding when they expected
the activation of the shield, the suppression scores can be used as a
measure of the extent to which they expected the outcome to oc-
cur when the cue was presented. A value of 0 indicates that the
subject completely suppressed responding during the cue and,
therefore, a great expectation of the activation of the shield; a va-
lue close to 0.5 indicates that the participant’s rate of responding
was unaffected by the presentation of the cue and, therefore, that
the subject did not expect the activation of the shield.

Fig. 1 shows the mean suppression scores during trials 1, 4, 8,
12, and 16 of each cue for subjects that performed the experiment
in the laboratory and in the Internet. As can be seen, participants in
both conditions progressively suppressed their responding to cue X
during Phase 1 (Trials 1–8) and enhanced their responding during
Phase 2 (Trials 9–16). The opposite pattern of responses was seen
for cue Y. Interestingly, the results indicate that both the discrim-
ination of cues X and Y and its reversal were more pronounced in
participants that performed the experiment in the laboratory. Sup-
pression scores were analyzed by means of a 2 (location: Labora-
tory vs. Internet) � 2 (cue: X vs. Y) � 5 (trial: 1, 4, 8, 12, and 16)
mixed analysis of variance (ANOVA). Where necessary Green-
house-Geisser corrections were performed. This ANOVA showed
a main effect of Cue, F(1,93) = 14.38, MSE = 0.018, p < .001, a
Cue � Trial interaction, F(3.2,297.4) = 70.02, MSE = 0.025, p < .001,

and a Location � Cue � Trial interaction, F(3.2,297.4) = 11.71,
MSE = 0.025, p < .001. All other main effects or interactions were
nonsignificant, all ps > .15.

To further explore these effects, discrimination scores were
computed subtracting suppression scores for cue X from suppres-
sion scores for cue Y in each trial. These discrimination scores are
shown in Fig. 2. A greater departure from zero, either positive or
negative, in these scores indicates a better discrimination. In or-
der to study differences during the initial discrimination training,
a 2 (location: Laboratory vs. Internet) � 3 (trial: 1, 4, and 8)
mixed ANOVA was performed on discrimination scores. This
analysis yielded main effects of Location, F(1,93) = 15.65,
MSE = 0.049, p < .001, and Trial, F(1.68,156) = 11.66, MSE = 0.038,
p < .001, but the Location � Trial interaction failed to reach statis-
tical significance, F(1.68,156) = 0.28, MSE = 0.038, p < .72. As ex-
pected, these results show that, although discrimination
improved as more trials were presented, the general performance
of Internet participants was poorer than that of laboratory partic-
ipants. However, we failed to find the expected Location � Trial
interaction, which would have shown that the rate of learning
was lower in the Internet than in the laboratory. In other words,
the poorer performance of Internet participants during the initial
discrimination phase cannot be attributed to differences in the
rate of learning, but to base-line discrimination differences al-
ready observable in Trial 1.

Surprisingly, discrimination scores were significantly different
from zero even in the first test both for laboratory participants,
t(19) = 3.26, p < .005, and for Internet participants, t(74) = 2.05,
p < .05. This result is unexpected because, theoretically, there
should be no discrimination during early exposure to cues X and
Y. This significant discrimination might be attributed to the distri-
bution of X and Y trials during training. Specifically, the pseudoran-
dom trial sequence we used (identical for all subjects) required
participants to see two X trials before being exposed to the first Y
trial. Participants might have stopped responding during the first
X trial because they still did not know whether or not it would
be safe to respond during X. However, by the first Y trial, partici-
pants already knew that X predicted the outcome and might have
deducted that Y should not be a predictor of the outcome. Although
our instructions did not preclude the possibility that different cues
predict the outcome, participants might have guessed that only
one cue played a predictive role. Interestingly, whatever inferences
allowed participants to show discrimination from the very first
trial, this information was not so strongly taken into account by
Internet participants, as their discrimination scores were signifi-
cantly lower than those of the laboratory sample, t(93) = 2.09,
p < .05.

But, regardless of differences in the very first trial, the really
critical results of this study are those concerned with the learning
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Fig. 1. Mean suppression scores for participants in the Laboratory condition and in
the Internet condition in trials 1, 4, 8, 12, and 16.
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Fig. 2. Mean discrimination scores for participants in the Laboratory condition and
in the Internet condition in trials 1, 4, 8, 12, and 16.
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rate. Potential differences in the learning rate were studied com-
paring the transition from the initial discrimination to the discrim-
ination-reversal phase in both locations. A 2 (location: Laboratory
vs. Internet) � 2 (trial: 8 vs. 12) mixed ANOVA performed on dis-
crimination scores showed a main effect of Trial, F(1,93) =
114.41, MSE = 0.049, p < .001, and a Location � Trial interaction,
F(1,93) = 21.94, MSE = 0.049, p < .001. The main effect of Location
did not reach statistical significance, F(1,93) = 3.45, MSE = 0.032,
p = .066. In contrast to the previous analysis of the initial discrim-
ination training phase, the analysis of the transition from one
phase to another shows that discrimination-reversal was faster
in the laboratory participants. Thus, performance during this tran-
sition seems to be a more sensitive measure for the effect of loca-
tion on learning.

Finally, performance during the second training phase was also
analyzed by means of a 2 (location: Laboratory vs. Internet) � 2
(trial: 12 vs. 16) mixed ANOVA. This analysis yielded a main effect
of Location, F(1,93) = 17.65, MSE = 0.05, p < .001, and a Loca-
tion � Trial interaction, F(1,93) = 6.14, MSE = 0.031, p < .05. The
main effect of Trial was nonsignificant, F < 1. Although Fig. 2 seems
to suggest otherwise, planned comparisons showed that this inter-
action was due to the fact that discrimination scores of Internet
participants changed from trial 12 to trial 16, t(74) = 2.35, p < .05,
while those of laboratory participants did not, t(19) = 1.34,
p = .10. These results suggest that by trial 12 participants in the
laboratory sample had already reached their performance asymp-
tote, but Internet participants still needed further training to reach
asymptotic performance.

4. Discussion

As our previous reports (Matute et al., 2007; Vadillo & Matute,
2007; Vadillo et al., 2005, 2006), the present results also indicate
that data collected over the Internet closely resemble the pattern
of results observed in the laboratory. In this case, discrimination
and discrimination-reversal were observed in both locations. How-
ever, the present study also shows systematic divergences between
the Internet and laboratory conditions: Discrimination during early
training was poorer in the Internet than in the laboratory sample;
additionally, the transition from the first discrimination to its
reversal was easier for laboratory participants than for Internet
participants, who showed a slower learning rate; finally, partici-
pants performing the experiment in the laboratory reached their
performance asymptote relatively early during the discrimina-
tion-reversal, whereas it is unclear whether Internet participants
reached their asymptote by the end of training.

Quite possibly, Internet participants may have paid less atten-
tion to the experimental task than the laboratory participants. Un-
der traditional laboratory conditions, participants usually perform
the experiment in a controlled situation, exposed to few distracting
stimuli, apart from those related to the experiment. However, par-
ticipants performing the experiment over the Internet are much
more likely to be exposed to other sources of stimulation at the
same time they take part in the experiment. Many of these partic-
ipants might decide to participate in an online experiment while
they are browsing other websites, listening to music in the com-
puter, chatting with friends, and so on.

It is also interesting to note that differences between laboratory
and Internet participants were already present in the first training
trial, before any learning could have taken place. It is possible that
this discrepancy is due to some noncontrolled sociodemographic
difference between both groups. However, this might also be due
to the different conditions in which both groups performed the
experiment. For instance, participants in the laboratory condition
performed the experiment collectively in a large computer room,

as in many other experiments conducted in the area of associative
learning. Under these conditions, even if participants are not trying
to look at other participants’ computers, their behavior can still be
influenced by the presence of others. For example, participants in a
computer room can hear the noise and rhythm that reflects the
rate at which other participants are pressing (or refraining from
pressing) the space bar and can, thus, adapt their own responding
and suppressing rate to the behavior of other participants. This
might result in some advantage in the general performance of par-
ticipants in the laboratory condition. This kind of social influence
was likely to be absent for Internet participants.1 Thus the potential
impact of social factors related to the experimental setup has to be
taken into account when comparing laboratory and Internet-based
experiments.

Additionally, there are other sources of data noise in Internet-
based experiments that might occasionally affect the results. For
example, it is usually impossible to make sure that the same par-
ticipant has not performed the experiment several times. Some
measures can be taken to minimize the likelihood of these uncon-
trolled data resubmissions. For example, one can register the IP ad-
dress of each participant’s computer, in order to make sure that
there are not multiple data submissions from the same computer.
However, even if one takes this measure, participants could still re-
peat the experiment in a different computer. Moreover, taking the
IP as a selection criterion might sometimes imply deleting data
from different participants that have performed the experiment
in the same computer station. (See Reips, 2002, for other sugges-
tions to reduce the impact of multiple data submission.)

In spite of this, it is unlikely that this problem was responsible
for our lower level of discrimination in the Internet sample. If par-
ticipants had reentered the website of our experiment several
times, they should have been able to learn the discrimination
and its reversal faster after their first data submission. Thus, the re-
sults of Internet participants should have been better, not worse,
than those of laboratory participants. This could be indicating that
the frequently cited problem of multiple data submission in Inter-
net experiments might be less important, or at least have a lesser
impact in research, than usually suspected.

The conclusions that can be drawn from our present results are
that data collected over the Internet tends to closely match those
gathered in the laboratory, but with some noticeable divergences
regarding the learning rate and asymptote. The main implication
of these conclusions for researchers is that, in order to gather trust-
worthy data over the Internet, it is important to make the experi-
mental task as simple as possible so that differences in the
attention or in the learning rate of participants performing the
experiment over the Internet do not have an important effect on
the results. In the area of associative learning, it seems to be espe-
cially important that the experiments involve as few trial types and
as many repetitions of those trials as possible, so that asymptotic
performance can be achieved. The impact of Internet-based meth-
ods on the learning rate must also be taken into account when
studying learning effects that tend to disappear with extensive
training, such as illusory correlations or illusions of control.

These results could also have implications for the generalization
of e-learning techniques in several domains. Educational institu-
tions tend to rely more and more on information technologies to
improve students’ ability to learn different topics. However, our re-

1 Consistent with this interpretation, an analysis of the participants’ base-rate
responding (pre-C responses) shows that laboratory participants were responding at a
higher rate than Internet participants immediately before the first trial: The number
of responses given by laboratory participants during the pre-C period of the first trial
(M = 14.85, SEM = 0.9) was significantly larger than the number of responses given by
Internet participants in the same period of time (M = 11.36, SEM = 0.61), t(93) = 2.75,
p = .01.
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sults indicate that sometimes the learning processes can be worse
over the Internet, than under traditional, controlled conditions.
Although this does not imply that e-learning techniques are per
se worse than traditional teaching procedures, it suggests that
the adequacy of Internet-based teaching materials should be
empirically tested, instead of being taken for granted.
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